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1. Introduction
Gazing (making eye contact, fixating on another person’s eyes, and optionally aiming your
face and body towards that person) is an important component of body language. Since gaze
serves many well-established communicative purposes in society, it can be encoded into a
succinct representation. This allows the equivalent of the physical act to be invoked remotely
and virtually, without requiring a physical human head and eyes. I refer to this as virtual
gaze.
Gaze is so powerful that even the idea of it, as uttered using commands in text-based
virtual worlds, can create visceral responses. Michele White, who studies the ways in which
technology renders and regulates users, points out that in text-based virtual worlds, the
commands that allow a player to “watch”, “scope”, “peep”, “gawk”, etc. can be disturbing to
the gazee, especially if she is being continually “looked at” by other players (White 2001). In
animated virtual worlds, gaze becomes spatial, sensory, and dynamic, and so it has even
more expressive and communicative effect. In this paper, Let us use the term virtual gaze
specifically in reference to human-like avatars in 3D virtual worlds that can rotate their
eyeballs, heads, and/or bodies, so as to aim towards other avatars, as a form of nonverbal
communication.
The procedural animation technique of making a virtual character aim its body, face
and/or eyes at a position in a scene, has been explored since the early days in the history of
virtual human craft. Badler and others have researched eye contact and other behaviors for
virtual agents (Lee, et al 2002). In many gaze systems, including SmartBody, developed at ICT,
gaze is manifested not only in the rotation of an avatar’s head, but in the neck, and several
joints of the spine. The various ways to look at a gaze target are then adjustable to a fine
degree. “Gaze”, in this case, need not be a term that applies to the eyes or head only. One can
gaze with the whole body, the upper body, the head, the eyes, or any combination, to create
many subtle variations of attention or annotation. The avatars in There.com employed
multiple levels of gaze. In Figure 1, two There.com avatars are gazing at each other in a “chat
prop” (a location in the world where special UI is made available for chatting, social
signaling, and camera behaviors that respond to body language). These avatars are gazing
with their whole bodies.

Figure 1. Avatar body/head/eye gaze in There.com

Lance and Marcella (2010) have researched the problem of gaze, attempting to map the gaze
shifting of a virtual human to particular emotional states, in order to build better models for
virtual gaze. Morency (), has built systems to detect user head rotation and eye tracking to
provide inputs for engaging with embodied conversational agents (ECAs). Gratch (2007),
Bailenson (2005), and others experiment with “virtual rapport” – the effects of positive
interactions between humans and avatars with behaviors such as mimicking, eye contact,
nodding, etc.
These experiments shed light on how humans interact nonverbally. However, there
are conceptual problems when considering these techniques for practical uses. Having
avatars generate nonverbal queues that are not necessarily in line with the user’s original
body language puts us in murky territory, regarding authenticity. Steptoe, et al (2010) study
how avatars reveal truth-telling and lying in users by way of eye contact, blinking, and pupil
size. These features are read from the user’s faces. All very interesting research, but when
commentators and bloggers start referring to an “avatar that lies” (Ani, 2010) they are being
careless with language. Avatars are incapable of lying because they are illusions caused by
changing pixel colors on a computer screen – determined by running software. My
conclusion is this: the only way an avatar can be said to reveal its user’s true emotional self is
if the user is speaking through voice chat, and wearing a full-body motion-capture suit, with
every minute nonverbal motion (including pupil size) being projected onto the avatar.
Furthermore, the avatar must be viewable at a high pixel resolution and at a high animation
frame-rate. In this case, one could argue that we are no longer talking about “avatars”:
avatars are semi-autonomous by nature. Any other variation of control (that is, almost all kinds

of avatar control) are mediated to some point, and are therefore subject to artificial nonverbal
signals, whether intended or not. In this case (i.e., in most cases) we cannot speak
unambiguously of lying or truth-telling.
Let’s assume, then, for the purposes of this paper, that you are not so concerned with
whether your avatar is expressing your true emotions or intentions. Let’s assume that your
avatar has some degree of autonomy, and that you are interested in controlling your avatar
in order to communicate to others in creative ways. There is a touch of theatre: you may want
to project nonverbal behavior that does not necessarily correspond with what you are feeling
at any given moment. “Expressing” and “communicating” are the operative words. This is
not the same as being monitored by a lie-detector.
As cinematic language makes its way increasingly into computer games and virtual
worlds, the true power of gaze will reach its potential. But, considering the sheer power of
virtual gaze, and the availability of software techniques to enable it, I believe that virtual gaze
is underutilized in social virtual worlds – it should be more advanced than it currently is. In
this paper, I explore some possible reasons why such an important component of natural
body language is not well-represented in virtual worlds, and I also propose a framework for
thinking about the nature of virtual gaze, and the technical and user-interaction problems
with implementing it.

2. Concepts
“Puppeteering” refers to the act of controlling an inanimate object or a virtual character in
realtime, to create the illusion of life. It could be your hand, a sock, a ragdoll, or a high-tech
marionette. It could also be a virtual character in a game or virtual world. One can easily
imagine the term “puppeteering” to refer to moving a body part (like what happens when
you pull a marionette string to lift the puppet’s hand). But rotating an avatar’s eyes and head
to look at another avatar is special: it has a particular effect that extends out beyond the body
of the avatar. It projects an implied line of sight onto the thing being gazed at (the gazee). The
effect is a psychical “energy” vector that connects gazer with gazee. You could think of this
vector in one of two ways: (1) as originating from the gazee (photons are bouncing off of the
face of the gazee and landing on the retinas of the gazer), or (2) as originating from the gazer
(the gazer sends a nonverbal signal to the gazee). This direction (gazer to gazee) is the one I
am most interested in: it is a form of silent communication.
Eye contact established between two people can have a powerful effect. Sometimes
gaze accompanies feelings of love; sometimes if accompanies feelings of being threatened or
overpowered. Sometimes a split-second glance can be the telltale signal that clinches the
answer to a convoluted emotional question – influenced by the context in which the gaze act
is done. This “energy” I refer to is illustrated in Figure 2. It shows imaginary beams of light
originating from people’s eyes, and landing on the things they are looking at.

Figure 1. Gaze vectors originating from people’s eyes, and landing on what they are looking at.

When two people are looking at each other, their gaze vectors become fused. Figure 3 shows
how two fused gaze vectors become doubly-charged and bi-directional.

Figure 3. Two gaze vectors fused as a result of mutual eye-contact.

The purpose of showing these imaginary beams is to make a point: the space between
people’s faces is continually being charged with psychical energy, especially when they are
using natural language. If you’ve spent as much time as I have watching and thinking about
this psychical energy (several years developing avatar gaze algorithms and writing about it),
you can certainly feel its power – especially in a room with several people in conversation.
Let’s keep these images in mind as we explore the ways in which gaze can manifest in virtual
worlds.
2.2 Semiotic Saccades
The rapid changes in eye rotation are referred to as saccadic eye movement, or simply,
saccades. As the eyes take snapshots of the environment – quickly jumping from focal point to
focal point, the brain builds up a stable model of the environment, even though the “images”
landing on the retina are jumping around like shots in a wild music video. Many birds don’t
have the same eye-orbiting talents that we have, and so they have to use their heads to take
these snapshots for visual fixation—a behavior called “head bobbing”. These bird-saccades
are timed with their struts, famously demonstrated by chickens and enthusiastic funk
musicians. This strut allows the bird’s head to be stationary for a brief moment between
thrusts, so that the brain can take a picture. It’s not unlike spotting: the head-shifting
technique used by ballet dancers when they are rapidly spinning in place.
Saccades evolved for building stable models of the world via snapshots. Saccades are
important for us primates: since we have high foveal acuity (a high density of photoreceptor
cells in the region of the fovea) we aim precisely at points in the environment to resolve
details. But the evolution of saccades might have been intertwined with social adaptation as
well. In the context of this paper, what is interesting about saccadic behavior is not just its

utility for taking in reality, but how this behavior has become a part of natural language. It’s
not just used for input; it is used for output as well. The eyes of many social mammals have
evolved distinct visual features—with clarity and utility reaching a high level in humans.
Consider the following sentence that you might read in a novel: “Immediately after Mary
told Bob what had happened, she made a split-second glance over to Frank—silently
alluding to his involvement”. Recent scientific research is helping to validate the notion that
saccades can be used for communication and annotation (Müller et al. 2009).
2.1 The Puppeteering Problem
Designing user-interaction schemes for making avatars walk, fly, or strike dance moves in 3D
virtual worlds and games is already difficult: but when you consider the problem of how to
generate nonverbal communication, it becomes much more complex. I am talking about
controlling an avatar using any technology other than fully immersive virtual reality (VR)
with total-body motion-capture (in this case there is no “puppeteering” since the user
effectively IS the avatar). Full-on VR with total-body motion-capture is great for research,
education, and art. But it is bloody expensive, and it does not permit casual, asynchronous
usage. I am referring instead to typical avatar-based worlds using common, everyday input
devices such as keyboards, mice, touch screens, Wii devices, and the Kinect, all of which – to
varying degrees – allow some subset of human movement to be translated to a virtual body
for natural body language expression. Because of the necessary mediation of these
technologies, there are mappings that need to be made from physical body to virtual body.
The puppeteering problem also refers to text input and voice input as a vehicle for
controlling an avatar’s nonverbal behavior verbally. I include all of these forms of input
because I want to look at the puppeteering problem in the most general way.
Controlling avatar gaze vectors for nonverbal effect is problematic for several
reasons. One reason is that virtual worlds are typically experienced in third-person, which is
a form of virtual astral projection: you do not occupy the same space as your avatar and so it
is not always straightforward to specify directions relative to your body. This problem is
alleviated somewhat with first-person view, in which your view onto the world is
synonymous with your avatar’s gaze. (One could argue that when you cannot see your own
avatar setting its gaze, you lose some cinematic immersion). Another problem with virtual
gaze is how to specify what your avatar is looking at, and whether and how to set smoothtracking so as to keep the gaze fixed on the gazee even if it is moving. These user-interaction
problems may be partially responsible for the lack of gaze behavior in avatars in virtual
worlds: it’s just a hard design problem to solve. This is especially true if you want to build an
avatar control system that allows the high-frequency signaling of saccades.
Another theory as to why avatars lack gaze behavior (or any nonverbal
communication) is because virtual worlds evolved largely out of computer game technology.
Computer games have perfected the art of blowing things up, leveling up, navigation, and,

more recently, building stuff (i.e., Second Life). Expressing yourself is a rather new
occupation, in the scope of the computer game history. But virtual worlds may finally be
starting to grow out of this adolescent stage.

3. Techniques
For developing avatars for social virtual worlds, it is best to allow eye rotation to be
independent of head rotation. So, an avatar could throw a shifty side-glance with no head
motion, or it could gaze with the entire head – for an effect that everyone in the room notices.
The speed at which an avatar rotates the eyes and head to look at something could be
adjustable—a parameter roughly associated with “alertness”, or “attention” (or perhaps
“caffeine”). So, if an avatar were tracking a humming bird darting through the air, a “lowalertness” setting would create a rather drunken meandering of the head and eyes in attempt
to follow the bird’s trajectory, while a high alertness setting would result in quick head/eye
motions, keeping a tight aim on the bird the whole time. The same kind of tight alertness
response is used in first-person shooters (the camera is very tight: responsive to mouse
movement) so that the player can take aim quickly.
Jumping to a Moving Target and Tracking it
You may use saccades as you watch a crowd of people walking by, darting your focus among
the many faces. If an attractive prospect walks by and catches your eye, you may fixate for
several seconds: you switch from saccades to smooth-tracking (or smooth pursuit). This kind
of eye behavior is what happens when you watch a distant bird arc across the sky. Smooth
tracking uses a very different eye-brain control system than saccadic motion.
In virtual worlds and 3D games, one way to create smooth tracking is to establish a
virtual link between the gazer’s eyes and the mobile object to be pursued. In a prototype I
developed for There.com, I had a mode where circles could be overlaid onto the heads of all
the avatars in the scene (including the user’s). This is illustrated in Figure 4.

Figure 4. Circles overlaid on avatar heads serving as selectable gaze targets

The circles provided affordance to the user: they were selectable regions where the mouse
cursor could be clicked-on to trigger a gaze shift, causing your avatar to rotate its head
(and/or eyeballs) to fixate on that avatar’s head. Once chosen, this gaze shift would stay
fixed even as both avatars moved about in the world. In this illustration, the user’s avatar is
shown at left (the black woman). Selecting one’s own avatar head circle cancels the gaze that
may have been established on another avatar.
Another example is shown in Figure 5. The dog avatar’s user rolls the mouse cursor
over the cat at the left. Once the circle over the cat avatar has been selected, the dog avatar
will begin to smooth-track that cat. (One can imagine this as the initial act leading up to a
chase scene).

Figure 5. The dog avatar selects the cat to establish smooth-tracking

Figure 6 shows another example. Imagine yourself sitting on a park bench reading a book. A
person walks by and your gaze shifts to the person’s face. You continue to track that person
for a while, and then your gaze returns to the book. Two salient events have occurred: a

gaze-shift to the person, and a gaze-shift back to the book.

Figure 6. Two events: (1) setting your avatar gaze to the passing avatar’s face, with tracking, and (2) setting it back to
the previous gaze target

In a virtual world, these two events could be specified by two messages sent up to the server
that specify the identifier of a gaze target (the passerby), followed by a “time-out”, or else a
specific message to set the gaze back to the book, or some other, new gaze target. Everything
that happens in-between those two events does not require any internet messaging, as long
as the first message specifies to “track” the gaze target wherever it moves.
All the tracking can be done on the client-side, and that is because the location of the
two faces (the gazer and the gazee) are cached on the local client; they are instantiated in every
user’s view of the world whose avatar happens to be logged-in at that location, and can
potentially see the gazing avatar. All the expensive 3D vector math can be computed locally.
If I happen to be controlling the avatar that just walked by, I will see that you have set your
gaze on me and tracked me for a while. And the reason I can see this is that your avatar (as
instantiated on my client) received the gaze message, and my client started running the

tracking behavior.
It is not only for technical reasons that a behavior like eye-tracking should happen
automatically in an avatar: there really is no need for the user to continually control this
tracking behavior as long as the high-level goal is to “keep looking at the passerby”. Now,
what about the decision to look at the passerby in the first place? Should that be automated?
Like most channels of virtual body language, that would be served best by offering multiple
levels of control, each useful at different times and for different purposes. The hardest level
of gaze to design, and the easiest to use, is automatic gaze: the avatar system decides when
the avatar should shift its gaze, and to whom or what. Ideally, a large set of controls should
be tweakable as part of the avatar customization interface, to modulate these automatic
behaviors—sort of like “personality filters”.
On the opposite extreme, a manual gaze system would be useful for times when the
user wants to puppeteer gaze using a short leash: “I want to look at you…now”.
A virtual world in which users could choose other avatars to gaze at with ease, and
to switch that gaze as easily as clicking on the heads of nearby avatars, would become
charged with nonverbal energy. The idea of clicking on the heads of avatars is synonymous
to directing your attention to various elements on a web site. By clicking on an avatar head,
you are saying that you want to look at that avatar (that is, you the user, as well as you the
avatar). If the gazee reciprocates, then you have established a natural, wordless social link.
This could be all that’s needed (as in two people who simply want to acknowledge each other
using eye-contact). Or it could be used as a queue to start a verbal conversation. By allowing
this behavior to be operated manually, the social utility of gaze would be entirely up to the
users, and they might in fact develop their own nonverbal conventions, forming their own
semiosis, without the avatar system imposing a code of behavior. The downside is of course
that it requires extra controls, and more attention from the user.

4. The Social Coordinate System
Human saccades shoot psychic beams with a complex rhythm and symmetry, like visual
music playing over the dynamics of verbal communication. Smooth-tracking eyes perform
violin sweeps and clarinet glissandos. A virtual world where avatars cannot look at each
other is a world without psychic energy; it has no musical soundtrack. , as demonstrated by the
avatars in the virtual world Kataspace (Figure 7).

Figure 7. Gazeless avatars in Kataspace

In most virtual worlds it is not easy for users to set the gaze of avatars at will. In Second Life,
well-crafted portraits of fashionable residents are often depicted looking off into empty
space, which reinforces a kind of persona we often see expressed in these worlds: aloofness
and serene ennui. Might this kind of persona ultimately be a symptom of a design deficit
rather than a conscious artistic decision?
When a character animator is composing an animation in a standalone application,
the geometry is defined in terms of the character’s local coordinate system. For instance, the
character’s x axis extends from the left to the right of the body. In most systems, the y axis
extends vertically: toe-to-head, and the z axis extends from back-to-front. A joint rotation is
typically specified in relation to the joint’s parent. An elbow is rotated off the shoulder. An
animator may use built-in tools for inverse-kinematics (the technique of adjusting joint
rotations to cause an end-effector to move to a particular location – such as calculating wrist,
elbow, and shoulder rotations to cause an avatar’s hand to touch the shoulder of another
avatar) or forward dynamics (simulating Newtonian physics for momentum, forces of gravity,
friction, etc.) to create special effects—and indeed these procedural animation systems
require the temporary use of a coordinate system in a higher frame of reference. But, once the
animation is completed, and a file is exported, all joint rotations are normalized to the local
coordinate system of the character. It is essentially a record of body movement without a
home—without an environmental context—floating in Einsteinian relativistic space.
When this floating animation file is imported into a virtual world and starts running
on an avatar in realtime, procedural techniques take charge and help ground the animation
in the context of the world. Inverse kinematics in particular is used to modify the leg joints of
the animation and adjust them to conform to an uneven terrain as the avatar ambulates
through the world. This set of events could never be anticipated during the initial act of
animating. Forward dynamics can also be applied to flexible parts of the avatar (hair, tails,
etc.) causing them to sag naturally with gravity or shift from wind or collisions with other

objects. The same goes with enabling avatar heads to swivel so as to face each other, or for
avatars to hold hands, or to pet a dog, as illustrated in Figure 8.

Figure 8. (top) Avatars holding hands; (bottom) an avatar petting a dog

These activities ground an avatar’s motion in the world from moment to moment.
Neuroscientists have discovered cells in the brain that they call “place cells” and “grid cells”.
These cells ground our sense of where we are in the world; they are linked to the
hippocampus, and help us incorporate our body schema with the environment (O’Keefe and
Dostrovsky 1971)(Hafting et al. 2005). Place cells and grid cells are part of a broad system for
dynamic representation of self-location. They can be thought of as the brain’s way of
coordinating personal space with the global coordinate system. Mirror neurons have their
own way of connecting up personal spaces. According to Blakeslee and Blakeslee, they create
shared manifolds of space: “Watch a fast pass in hockey, listen to a piano duet, or watch two
people dance the tango. Mirror neurons help people coordinate joint actions swiftly and
accurately, providing a kind of ‘we-centric’ space for doing things together” (2007).
The local coordinate system—by itself—is lonely. The global coordinate system—the
frame of reference which all avatars occupy, and which allows all the various lonely
coordinate systems of the world to “transform” to each other—is social. The mathematics of
social gaze might be described as a we-centric connective glue that infuses the social into the
personal. Effective virtual body language requires seamless translation between the lonely
coordinate system and the social coordinate system. Mathematically-speaking, that means
having software interfaces to transform the local geometry of the body to the global geometry
of the world. Inverse-kinematics is one of many techniques to make this happen, and it is also
how avatar heads swivel to look at each other in the global coordinate system; in the social
coordinate system. Instead of manipulating an arm bone or a thigh bone, we are manipulating
a gaze vector. This gaze vector is in global space, as illustrated in Figure 9.

Figure 9. Local gaze vectors must be transformed to the global (social) coordinate system

4.1 Intimacam
Speaking of mathematics, there is a fairly simple bit of math that can be brought to bear on
avatar body language, with strong emotional effect. I call it “intimacam” – it is a camera
behavior that responds to two avatars that are gazing at each other in close proximity. A
particular chat prop that was designed by game designer Chuck Clanton and myself was
called the Loveseat (Clanton, 2003). This is illustrated in Figure 10. When a user’s avatar was
placed into the Loveseat, we provided various UI elements for invoking body language such
as eye gaze, head gaze, full body gaze, and facial expressions. If the avatar faces were both
aimed at each other (indicating that there may be some romantic interest) the camera would
situate itself to aim perpendicular to the mutual gaze vector of the avatars, causing one
avatar head to appear at left, and the other avatar head to appear at right. As the avatar faces
draw closer, the camera likewise drew closer. The cinematic effect was one of increasing
intimacy, as the three elements (left avatar head, right avatar head, and camera/voyeur) drew
closer. When (or if) the kiss happened, the camera would be moved-in to its absolute closest:
the two avatar heads would be taking up the entire view. Similar techniques like this were
prototyped, influenced by Chuck’s ideas on using cinematic techniques in games, as
described in (Isbister, 2006).

Figure 10. the intimacam

5. Closing Thoughts
Although much research has been applied to the problems and techniques for virtual gaze,
popular virtual worlds have not taken full advantage of this research. Users do not have the
amount of gaze control that one should expect in a socially-focused virtual world, where
simulated embodiment and proxemics constitute a large proportion of social currency. Take
Second Life for example. In this virtual world, it is not straightforward for a user to aim his or
her avatar head or eyes at another avatar. Changes in the “lookat target” often happen
unpredictably, based on automated algorithms and invisible – often mysterious – timing
mechanisms. There is no clear, direct, discoverable way to puppeteer your avatar to look at
an arbitrary location in the world, or an arbitrary avatar’s face.
Virtual gaze is a tricky bit of body language indeed. On the one hand, it is a cool
feature for a virtual world to puppeteer your avatar automatically – making it look up when
his/her name has been uttered in a chat, or to make it smile when you type a :) into your chat
window. But, these behaviors steal autonomy away from you: while your avatar performs
your body language for you, it sometimes may not be your original intention. Consider the
avatars in Blue Mars: they will sometimes turn around and look directly at the camera – at
the user…you! This behavior apparently creeps-out some people (Au, 2010). And no surprise:
when you – the user – are yanked into the world (via a gaze vector puppeteered by your own
avatar) your sense of immersion gets scrambled. The cinematic effect is intense, but what did
the Blue Mars people have in mind? It is possible that they were just playing with a cool
effect, without taking into full consideration the media effects. Figure 11 shows an image
from a blog post by Ironyca (2010): an avatar gazes back at its user.

Figure 11. I think my avatar might have a crush on me!

My conclusion regarding gaze is this: as in real life, I should always have the option to look at
whomever I want, whenever I want. If I want my avatar to look at me (for whatever strange
psychological reason), that should be an option. I should also be able to turn that off (“off”
seems like a good default to me). I should be able to override any of my avatar’s “autonomic
nervous system” behaviors to generate deliberate purposeful body language. Should all my
avatar’s body language be deliberate? – should every action be the result of conscious
puppeteering on my part? Of course not: avatars are semi-autonomous puppets – by nature:
by design. It’s just how autonomous, and under which situations they should be automatic vs.
user-puppeteered. That is the big question. This subject is covered in detail in the book,
Virtual Body Language (Ventrella, 2011).
This paper presents the topic of avatar gaze as a powerful form of nonverbal
communication, which has not yet seen its full potential in virtual worlds. The reasons are
partly cultural (the ancestor medium of computer games is traditionally indifferent to selfexpression), and partly technical (puppeteering gaze is not straightforward, given the
standard ergonomics of virtual world interfaces, especially with third-person views).
Once these human-computer-interface tools have been worked out – along with the
normal evolution of user behavior that ultimately modifies design choices – this channel of
nonverbal communication will become very expressive. In real life, my wife only needs to
make one quick glance at me, and I know that it is time to take out the trash. Or…depending
on the timing, or the situation…it may mean something else entirely: something which is
more fun than taking out the trash. This simple bit of body language is powerful indeed, and
once the puppeteering problem has been worked out, it will enliven virtual worlds, giving
them further validation as a communication medium of embodiment.
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